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Recent experimental work has begun to characterize activity in local cortical
networks containing thousands of neurons. There has also been an explosion
of work on connectivity in networks of all types. It would seem natural then to
explore the inﬂuence of connectivity on dynamics at the local network level.
In this chapter, we will give an overview of this emerging area. After a brief
introduction, we will ﬁrst review early neural network models and show how
they suggested attractor dynamics of spatial activity patterns, based on recurrent connectivity. Second, we will review physiological reports of repeating
spatial activity patterns that have been inﬂuenced by this initial concept of
attractors. Third, we will introduce tools from dynamical systems theory that
will allow us to precisely quantify neural network dynamics. Fourth, we will
apply these tools to simple network models where connectivity can be tuned.
We will conclude with a summary and a discussion of future prospects.

UN

The advent of fMRI and other imaging technology has spawned a deluge of research examining how the brain functions at the macroscopic level. This work,
which treats each voxel as the basic unit of analysis, has yielded tremendous
insights as to how networks of cortical regions cooperate to produce motor
activity (Jantzen KJ et al., 2005; Rowe J et al., 2002), memory (Fletcher P
et al., 1999), cognition (Mechelli A et al., 2004; Stephan KE et al., 2003) and
emotion (Canli T et al., 2002). But within each voxel there lie perhaps tens of
thousands of neurons that are connected into local networks, performing elementary computations that are fundamental to the brain’s higher functions.
Relatively little experimental work has been done at this mesoscopic level,
despite the existence of a large literature on neural network theory and models. This chapter will focus on the relationship between network connectivity
and dynamics at this level, with the hope that the principles uncovered here
will be generally applicable to networks at larger scales as well. In addition,
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this chapter will emphasize local networks of cortical neurons, since this is
the area within the mesoscopic level where the most experimental work has
been done.
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2 Attractors in Early Models of Local Neural Networks
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The simplest neural network models only have projections from one layer
of neurons to the next, having what is called “feed-forward” architecture.
While these models can do many impressive things, they can not exhibit
dynamics in the true sense because their outputs are never fed back as inputs
to the network. Their activity changes from layer to layer, but their ﬁnal
output is given only at one point in time. By contrast, in recurrent networks
projections from some or all of the neurons are connected back to the inputs of
the network through recurrent collaterals. Recurrent networks can therefore
generate activity in a given layer that changes over time with each loop of
processing, thus demonstrating dynamics. Since real brains are ﬁlled with
recurrent and not purely feed-forward connections, it seems that recurrent
networks are also much more realistic models of connectivity in living neural
networks. For these reasons, we will only consider recurrent networks in what
follows.
Much of the early work in recurrent network models was concerned with
memory storage and retrieval. These simpliﬁed models demonstrated how
groups of neurons could collectively store a spatial activity pattern embedded
in connection strengths. An example of such a model is shown in Fig.1. The
ﬁve pyramidal, excitatory neurons have all-to-all recurrent connections. When
three of the neurons are activated at the same time, synaptic connections between the active collaterals and active neurons are strengthened. This rule
for changing synaptic strengths is called the “Hebb rule” after Donald Hebb
who most famously proposed it (Hebb DO, 1949), and is often summarized
by the phrase “cells that ﬁre together, wire together.” Once these synaptic
connections are strengthened by a Hebbian rule, the network has a distributed
memory trace of the original conﬁguration of the three active cells. The idea
of synaptic strengths encoding memory is not new and can be traced back to
Cajal (Ramón Y Cajal S, 1909), but the dynamics of this simple model was
not appreciated until decades later. When a fragment of the original, stored
conﬁguration of cells is presented to the network, the network will have a
tendency to use the fragment to reconstruct the original stored conﬁguration.
Active cells will recruit other cells from the stored pattern through recurrent
collaterals and recently strengthened synaptic connections. The conﬁguration
of the network at each time step will thus become progressively more similar to
the originally stored conﬁguration. One way of describing this is to say that the
network is attracted to the stored conﬁguration. If the network conﬁgurations
could be symbolized by binary strings and arrows could represent transitions
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over time, we would have [00100] → [10100] → [10110]. But note that several
other initial conﬁgurations could also lead to this ﬁnal stored conﬁguration.
For example: [10000] → [10010] → [10110], and [00010] → [00110] → [10110]
are also pathways. All of those conﬁgurations that eventually lead to the stored
conﬁguration are said to be in the basin of attraction of the stored conﬁguration. The stored conﬁguration [10110] is called an attractor in this network. In
larger models, it is possible to have many independent conﬁgurations stored
as attractors within the same network.
The model in Fig.1 is representative of a whole class of inﬂuential
models that employed recurrent connectivity and Hebbian learning to store
spatial patterns. A precursor of this class was proposed by Steinbuch

UN

Fig. 1. An attractor in a simpliﬁed recurrent network model. Network has ﬁve
pyramidal cells. Straight lines represent axon collaterals, here wired to have all-toall connectivity. A, Tabula rasa: a stimulus pattern activates three neurons, shown
in black. B, Learning: Hebbian plasticity strengthens connections between active
neurons and active axon collaterals, shown as triangular synaptic connections. C,
Cue: some time later, a fragment of the original stimulus activates the middle neuron.
D: Beginning recall: the active neuron now drives the newly strengthened synapses,
shown in black. E, Further recall: activity in these new synapses activates another
neuron from the stimulus pattern. F, Total recall: collective activity now drives the
third neuron from the original pattern. Over time, the state of the network became
more similar to the activity pattern seen in A. Note that any partial cue of the
original pattern could lead to re-activation of the original pattern. After learning,
the network conﬁguration is said to be attracted to the state shown in A
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(Steinbuch K, 1961; Steinbuch K and H Frank, 1961) in his matrix memory
model, which used co-activation to imprint connections and to associatively
store information. Anderson’s autoassociator model (Anderson JA et al.,
1977), the Hopﬁeld model (Hopﬁeld JJ, 1982, 1984; Hopﬁeld JJ and DW
Tank, 1986) and models analyzed by Cohen and Grossberg (Cohen MA and S
Grossberg, 1983) all used Hebbian learning and had all-to-all connectivity. An
emergent property of these models, stemming in part from their connectivity,
was that information could be stored in attractors, and that network activity would tend to settle into these attractors (Amit DJ, 1989). The models
of Hopﬁeld and Grossberg are also noteworthy for other reasons (connecting
statistical physics to neural network theory; using time as an important variable in network dynamics) that are beyond the scope of this chapter. For our
purposes, it is important to note that these models used recurrent connections
and proposed that spatial information could be stored in attractors. Versions
of this class of model were later elaborated by neuroscientists to explain how
the hippocampus might store and retrieve memories (Rolls ET, 1990; Skaggs
WE and BL McNaughton, 1992).
It is also worth noting that much work has been done on how even single
neurons with recurrent connections can store temporal information in spike
sequences (e.g., Foss, Longtin, Mensour and Milton, 1996; Foss and Milton,
2000). These sequences can be considered attractors, although they may not
necessarily store spatial patterns of activity across many neurons, as we have
been discussing. For further coverage of this interesting topic, the reader is
referred to Sue Ann Campbell’s chapter in this handbook.
The simple class of models which store spatial patterns of activity was
appealing to computational neuroscientists for several reasons. First, it seemed
biologically plausible. As stated before, recurrent collaterals are abundant in
the brain, and there is ample evidence that synapses can be strengthened
according to a Hebbian rule (Kelso SR et al., 1986; Kirkwood A and MF Bear,
1994). Second, the dynamics of the model seem to mimic the way memories
are subjectively recalled. Presenting a cue or fragment of information is often
enough to elicit more detailed information that was originally associated with
it. Just as viewing a fragment of a picture can often evoke a complete image
from memory, so also a few active neurons can cause the model to complete the
pattern that was originally stored (Hopﬁeld JJ, 1982). Third, these models
allowed several patterns to be stored within the same network, a property
that clearly would be useful in real brains. Because of their plausibility and
impressive emergent properties, these simple network models caused many
researchers to expect that local circuits in mammalian cortex would store
memories in the form of attractors.

Connectivity and Dynamics in Local Cortical Networks

95

3 Repeating Activity Patterns and the Inﬂuence
of Attractor Models
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Is there any evidence for attractors, as described by the above model, in
physiological recordings? In order to evaluate this form of the attractor hypothesis correctly, several experimental requirements need to be met. First,
since activity is hypothesized to be distributed among many neurons, multiple
recording sites are needed. Second, network activity must visit some conﬁgurations more often than would be expected by chance. If all network activity
conﬁgurations were visited equally often, there would be no attractors. But
if some conﬁgurations are visited repeatedly and more often than would be
expected by chance, then there is at least a possibility that attractors exist
in the network. Third, when the network is in a conﬁguration that is close to
one of its stored conﬁgurations, network activity should become progressively
more similar to the stored conﬁguration over time. This indicates that the
network is being drawn into the attractor. Fourth, these repeatable conﬁgurations need to be stable over time if they are to serve as a substrate for
information storage.
Among the ﬁrst recordings that fulﬁlled some of these requirements were
those from Abeles and colleagues, who observed temporally precise spike
sequences in primate cortex (Abeles M et al., 1993; Ben-Shaul Y et al.,
2004). They reported that spike triplets, which they later called “synﬁre
chains,” reproducibly appeared while monkeys were engaging in particular
stages of cognitive tasks. In addition, these sequences occurred more often
than would be expected by chance, under the assumption that spike trains
can be modeled as a random Poisson process. Although some researchers
later questioned whether the synﬁre chains reported by Abeles and colleagues
were truly statistically signiﬁcant (Baker SN and RN Lemon , 2000; Oram
MW et al., 1999), other groups gradually began to report repeating activity
patterns as well. Recordings from rat hippocampus showed that distributed
patterns of neurons became active as rats made their way through a maze
(Wilson MA and BL McNaughton, 1993). Whenever a rat revisited a portion
of the maze in the same way, a similar pattern of activity would appear
(Brown EN et al., 1998; Skaggs WE et al., 1996). These similarities were
statistically signiﬁcant, and suggested that the activity conﬁguration somehow represented spatial or cue information. Interestingly, these patterns were
later found to signiﬁcantly reappear during subsequent, but not previous,
sleep sessions (Lee AK and MA Wilson, 2002; Louie K and MA Wilson, 2001;
Nadasdy Z et al., 1999). This suggested that the activity patterns encoded
the previous day’s maze running session and were being consolidated during
sleep (Wilson MA, 2002), a hypothesis that is still somewhat disputed. Less
controversially, these data indicated that the reproducible activity patterns
had long-term stability and could serve as a substrate for information storage (Lee AK and MA Wilson, 2004). Reproducible activity patterns were also
found in the cortex-like structure HVC (high vocal center) of song birds during
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song learning and production (Hahnloser RH et al., 2002). The temporal precision of these activity patterns like this was astoundingly high, being 1 millisecond or less (Chi Z and D Margoliash, 2001). Activity patterns observed in
song birds also had long-term stability and replayed during sleep (Dave AS and
D Margoliash, 2000; Deregnaucourt S et al., 2005), indicating that they too
could serve to store information. Reproducible activity patterns have now been
found in a variety of in vivo systems ranging from visual cortex (Kenet T et al.,
2003), and the olfactory bulb (Spors H and A Grinvald, 2002) to the brain
stem (Lindsey BG et al., 1997). Collectively, these data demonstrate that distributed, reproducible activity patterns with long-term stability exist in the
intact brain.
But did these patterns arise because many diﬀerent brain areas were acting
together? It remained to be seen whether isolated portions of brain could sustain reproducible activity patterns. Yuste and colleagues used calcium dyes
and a scanning two-photon microscope to image activity from hundreds of
sites in acute slices of mouse visual cortex (Cossart R et al., 2003; Mao BQ
et al., 2001). They reported that neurons became active in particular patterns that reoccurred more often than would be expected by chance. Because
the microscope had to scan over so many neurons, it took about one second
before the scanning laser could return to a given neuron to image it again.
Thus, they were able to image activity over the cortical slice network at a
temporal resolution of about 1 second. This exciting work demonstrated that
neocortical tissue in isolation spontaneously produced repeatable activity patterns, and raised the possibility that local circuit connectivity, to the extent
that it was preserved in the slice, was suﬃcient to support these patterns.
Further evidence that local networks were enough to generate attractor-like
patterns came from work with neural cultures grown on 60-channel multielectrode arrays. Using cultured slices prepared from rat cortex, Beggs and Plenz
(Beggs JM and D Plenz, 2004) showed that reproducible activity patterns had
a temporal precision of 4 milliseconds and were stable for as long as 10 hours
(Fig. 2). While these cultures were prepared from slices that preserved some
of the intrinsic cortical circuitry, they were grown for three weeks in isolation
from sensory inputs. Thus, the activity patterns that arose were very likely
to have been the result of self-organizing mechanisms (e.g., Hebbian rules,
homeostatic regulation of ﬁring rate) present at the neuronal and synaptic
levels. As even further evidence that repeating activity patterns can result
from self-organization, Ben-Jacob and colleagues (Segev R et al., 2004) have
demonstrated that networks of dissociated cultures produce repeating activity
patterns. These cultures are prepared from suspensions of individual neurons
that are then poured over an electrode array and grown in an incubator for
several weeks. As a result, these preparations do not preserve intrinsic cortical circuitry at all, even though they may match the proportions of excitatory
and inhibitory cells found in cortex. Collectively, this work indicates that longlasting, temporally precise, reproducible activity patterns can readily form in
isolated cortical tissue. The fact that even dissociated cultures can generate
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Fig. 2. Reproducible activity patterns from an isolated cortical network. A, On the
left is an organotypic culture from rat somatosensory cortex (containing ∼50,000
neurons) pictured on a 60-channel multielectrode array at 2 days in vitro. Electrodes
are seen as small black dots at the end of straight lines. Electrode tips are 30 μm
in diameter and the inter-electrode distance is 200 μm. B, On the right is the local
ﬁeld potential signal recorded from one electrode, low-pass ﬁltered at 50 Hz. The
dashed line is a threshold set at −3 standard deviations. The sizes of the dots
represent the magnitudes of the suprathreshold ﬁeld potentials. B, The raster plot
of activity from all electrodes is shown for one minute. Columns of dots indicate
nearly synchronous bursts activity on many electrodes. Activity bursts are separated
by quiescent intervals of several seconds. C, The period of suprathreshold activity
near 50 seconds is binned at 4 ms, showing that activity is not actually synchronous
at higher temporal resolution. Activity here spans three bins and is preceded and
terminated by bins with no activity. D, The activity shown in B is presented as a
spatio-temporal pattern on the multielectrode array grid. In this case, a pattern of
three frames is shown. E, Six cases of spatio-temporal activity patterns are shown
that were signiﬁcantly repeating in a one hour period. Here active electrodes are
shown as darkened squares on the electrode grid, where darker squares indicate
larger amplitude signals and lighter squares indicate smaller amplitudes. Next to
each pair of patterns is the time, in minutes, between observations of the patterns.
Since the cultures were grown in isolation from sensory inputs, these results indicate
that reproducible activity patterns can be generated by cortical circuits through selforganizing mechanisms. Figures adapted from Beggs and Plenz, 2003, 2004
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these patterns suggests that Hebbian rules and recurrent connectivity may be
suﬃcient conditions for stable activity patterns.
So far, these ﬁndings seem consistent with the simple attractor neural network model described previously. But does activity in these networks show
evidence of becoming progressively more like a stored pattern? Is the network
conﬁguration being drawn in to an attractor? Interestingly, very few laboratories sought to examine the dynamics of activity patterns in these systems.
Because of this, the attractor hypothesis in its fullest form was not truly
evaluated by the work described above.
Recently, Wills and colleagues (Wills TJ et al., 2005) have made progress
on this issue with an ingenious set of experiments performed in awake, behaving rats. They implanted multiple electrodes in the hippocampus and then
placed rats in an arena with a base that could be progressively morphed from
a circle to a square. Consistent with previous studies, they found that a particular activity pattern of ﬁring in hippocampal neurons occurred when the rat
was in the circular arena, and that this pattern was diﬀerent from the pattern
that occurred when the rat was placed in the square arena. After testing that
these representations were stable, they then changed the shape of the arena
to be like that of a square with rounded edges, intermediate between a circle
and a square. When the rat was placed in this new hybrid arena, the activity
pattern that initially appeared on the electrodes was not like that seen from
the circular or the square arena. Over two minutes, though, the activity pattern progressively became more like either that seen from the circular arena
or that seen from the square arena. This is exactly what would be expected
if the network state were being drawn into an attractor. They also showed
that slight morphs away from the circular shape usually resulted in network
activity becoming like the pattern seen from the purely circular arena; similar
eﬀects were shown for slight morphs away from the square shape. These data
were consistent with the basin of attraction seen in the simple network model
presented earlier.
Although the results of this impressive experiment qualitatively agreed
with all of the major features of the attractor network model, several areas
still remained to be explored. It was not clear if the dynamics seen in this
system was caused by the circuitry within the hippocampus or by the cooperative action of other brain areas that projected to the hippocampus. With
convergence to an attractor state taking about two minutes, it seemed likely
that other brain areas were involved. It would also be desirable to go beyond
a qualitative description and to quantify the dynamics more precisely.

UN

4 Tools for Quantifying Local Network Dynamics
How can the dynamics of neural networks be quantiﬁed? Fortunately methods
from dynamical systems theory have been developed and these have successfully been applied to electronic circuits (Huberman BA et al., 1980), driven
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pendulums (Baker GL and JP Gollub , 1996), chemical reactions (Kilgore MH
et al., 1981) and a host of other phenomena (Crutchﬁeld JP et al., 1986;
Nicolis G and I Prigogine, 1989). With some changes, these methods can also
be used to describe both simulated and living neural networks. In this section, we will brieﬂy describe some of these tools and note how they could
be used to sharpen the description of network dynamics that was qualitatively outlined in the previous section. For a more detailed treatment of this
topic, the reader is referred to the chapter by Jirsa and Breakspear in this
handbook.
We will assume that we wish to describe the dynamics of a network composed of m neurons. Let xi represent a variable of interest, for example, the
voltage, of neuron i. The conﬁguration of activity in the network at time t
can then specify a location X t in m-dimensional state space:
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In these coordinates, we can plot network activity at times t + 1, t + 2,
t+3. . . t+n and we can construct a trajectory (also called an orbit) by linking
these locations in state space (also called phase space) as shown in Fig. 3.
Describing the dynamics of the network amounts to describing how trajectories evolve over time. Recall that in the attractor network model, the
network state will evolve toward a stored conﬁguration. Trajectories starting
within the same basin of attraction will therefore tend to ﬂow toward each
other over time, minimizing the distance between them. So to explore the attractor network hypothesis, we will need to quantify distances in state space.

UN

Fig. 3. A trajectory in state space. Three axes, x1 , x2 , and x3 are shown, which
could represent the states of three neurons. By plotting the values of the network
state variables (x1 , x2 , x3 ) at times t, t + 1, and t + 2, a succession of positions can
be linked to form a trajectory through state space. The trajectory is shown here as
a bent arrow
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Distances between points X t and Y t can be measured by some metric, like
the Euclidean distance:
dX t Y t =
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Other metrics are also suitable. For example, the Hamming distance, which
is just the number of digits that are diﬀerent between two binary numbers
(e.g., [1 0 1] and [0 0 1] have a Hamming distance of 1), could be used for
a network with only binary neurons. The rate of growth in distance between
two initially close trajectories can be quantiﬁed by the Lyapunov exponent λ
(Wolf A et al., 1985), which is related to the distance between trajectories at
two points in time. This is illustrated in Fig. 4, where trajectories begin
from two points that are close together in state space. The distance between
these two starting points is measured as dstart . The network is allowed to
evolve over time from each point, causing two trajectories to be traced out in
state space. After a time T , the distance between two points on the trajectories
is measured as df inish . The Lyapunov exponent in bits/sec is then given by:


df inish
1
λ = log2
.
T
dstart
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In practice it is good to keep T small so that λ will closely approximate
the instantaneous divergence between the trajectories. By manipulating this
equation, we can more clearly see how λ describes the exponential rate at
which two trajectories separate in state space after T time steps:
dstart · 2λT ∼
= df inish .

UN

Fig. 4. The Lyapunov exponent quantiﬁes dynamics. A, Converging trajectories.
Two trajectories in state space, shown as curved lines with arrowheads, are separated by a distance dstart at time t. At time t + T , they are separated by a distance of df inish . The ratio (df inish /dstart ) can be used to determine whether or
not the trajectories are ﬂowing together over time. In this case, they become closer
over time, indicating attractive dynamics. B, Parallel trajectories. Here, the ratio
(df inish /dstart ) is one, indicating neutral dynamics. C, Diverging trajectories. Here
the ratio (df inish /dstart ) is greater than one, indicating chaotic dynamics
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The Lyapunov approach to quantifying discrete network dynamics has been
developed by Derrida and colleagues (Derrida B and Y Pomeau, 1986;
Derrida B and G Weisbuch, 1986), as well as by others (Bertschinger N and T
Natschlager, 2004). This method is especially useful when working with simulated networks, where it is easy to start a network from a particular point
in state space by just specifying the values of all the state variables. The
simulation can then be run for T time steps to produce a trajectory. It is also
easy to produce a trajectory from a nearby point in state space and to measure the resulting distances between trajectories. For living neural networks,
however, this approach is more diﬃcult to implement, as it is presently impossible to specify all the state variables at a given time. Electrical stimulation
can overcome this to some extent by causing a subset of neurons to all be
active at the same time; trajectories after stimulation can then be measured.
But background activity can not be completely controlled, and this has been
found to play a large role in determining network responses to stimulation
(Arieli A et al., 1996).
There are three general types of dynamics that can be identiﬁed with this
method. Attractive dynamics is characterized by λ < 0, causing nearby trajectories to become closer over time (Fig. 4A). Systems dominated by attractive dynamics are very stable, and have one or more basins of attraction. In
the attractor model that we previously described, these basins would lead to
attractor states that could represent conﬁgurations stored in long-term memory. However, these networks are so stable that it is diﬃcult to control their
trajectories and steer them away from attractors. Perturbations to the network are mostly ineﬀective at changing the state that it settles into. Neutral
dynamics is characterized by λ ≈ 0, causing nearby trajectories to preserve
distance over time (Fig. 4B). Here, perturbations to the network produce
commensurate changes in output. Systems with predominantly neutral dynamics are therefore marginally stable, meaning that trajectories will largely
persist in their given course under mild perturbations. With the appropriate
inputs, it is possible to control trajectories in networks with neutral dynamics. Chaotic dynamics is characterized by λ > 0 causing nearby trajectories to
become more separated over time (Fig. 4C). Small perturbations are ampliﬁed,
making these networks intrinsically unstable and diﬃcult, but not impossible,
to control (Ding M et al., 1996; Ditto WL and K Showalter, 1997).
The Lyapunov exponent can be used to describe trajectories in all regions
of state space that are visited by the network. However, just because one
region of state space shows attractive dynamics does not necessarily mean
that all other regions will also. Figure 5 shows that state space can contain a
variety of features: ﬁxed points, saddle points, and limit cycles. The trajectories passing through ﬁxed points are all either leading into the point or leading
away from it. If they are leading into the point, then there is a stable ﬁxed
point; if they are leading away from it, then there is an unstable ﬁxed point.
The attractor network model discussed previously uses stable ﬁxed points to
encode long-term memories. Unstable ﬁxed points are repulsive to trajectories
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Fig. 5. Example features of state space. A, A stable ﬁxed point has only trajectories
leading into it. B, A saddle point has trajectories leading into it along one axis, but
leading out of it along another axis. C, D, Limit cycles are trajectories that are
closed on themselves
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and are rarely visited by the system. Saddle points are both attractive and
repulsive, depending on the direction from which they are approached. They
have trajectories that lead into them from one direction, and trajectories that
lead away from them in another direction. Trajectories will often move toward
a saddle point, only to be repulsed from it when they get too close. They then
may be drawn toward another saddle point and repulsed again, displaying
itinerant behavior as they visit diﬀerent saddle points (Rabinovich M et al.,
2001). Limit cycles occur when the network continually oscillates in state
space, as represented by trajectories that form closed loops with themselves.
To fully characterize the dynamics, one would have to map the entire
state space of the system. This is in practice impossible, so most experiments
report only the dynamics seen in a small subset of the state space. Fortunately,
characterizing the dynamics in some reduced dimensional space is often good
enough to get an approximate picture of the dynamical system as a whole.
The process of knowing how to reduce dimensionality and which variables
may be omitted is beyond the scope of this chapter. The reader is referred
to (Abarbanel HD and MI Rabinovich, 2001; Abarbanel MDI, 1996; Kantz H
and T Schreiber, 2004; Strogatz SH, 1994) for more detailed discussions on
this topic.

5 How Connectivity Inﬂuences Local Network Dynamics

UN

With the methods described above, we can now examine how network connectivity inﬂuences dynamics. Since it is diﬃcult to manipulate connectivity in
living neural networks, we will only discuss here results from computational
models. In what follows, we will introduce a simple model with tunable connectivity. We will show that this model qualitatively captures the main features
of network activity observed in some experiments. We will then manipulate
the connectivity of the model to explore its eﬀects on dynamics.
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Consider a network model with N neurons or processing units, each allowed to be in only one of two states, either active (1) or inactive (0). To allow
for complete generality, let us connect each unit to every other unit (Fig. 6A).
We can later control the strengths of these connections, setting some of them
to zero, so as to sculpt the connectivity of the network. Units can become
active in one of two ways, either through spontaneous or driven activity. Each
unit will have some small probability, pspont , of being spontaneously active at
a given time step. A unit may also become active if it is driven by another
active unit that makes a connection with it. If a unit is not spontaneously
active or driven at a given time step, it will be inactive.

UN

Fig. 6. Network model with tunable connectivity. A, Network initially has all-toall connectivity, but selected connection strengths can be set to zero. A network
with N = 8 units is shown. B, Each unit i has a set of transmission probabilities:
{pij , pik , . . . piN } that determines connection strengths. C, The sum of the transmission probabilities emanating from a given unit i will determine the branching
parameter σ for that unit. D, The distribution of transmission probabilities can be
made sharp or ﬂat by adjusting the exponent B. The normalization constant, A,
makes the probabilities sum to σ. As discussed in the text, tuning the branching
parameter σ or the distribution exponent B can inﬂuence network dynamics
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Activity can propagate from unit i to unit j through a connection that has
a transmission probability pij that is constrained to be between zero and one
(Fig. 6B). Transmission is simple and works like this: If a unit i is active, then
unit j will become active in the next time step if a randomly drawn number is
less than the transmission probability pij . In other words, unit i will transmit
to unit j with probability pij . Unlike traditional integrate-and-ﬁre neuron
models, these units do not sum all of the incoming activity and then ﬁre if
this sum is over a threshold. They simply ﬁre if one of the units connected
to them is active and if transmission between them is successful. Given this
arrangement, activity in the model typically originates spontaneously at one
or a few units and then propagates through connections to other units in the
network. While this model may seem too simplistic, it actually does a good
job of reproducing phenomena observed in the data, as will be explained more
below. If a parsimonious model can successfully capture the main features of
the data, then this suggests that network dynamics may be governed by a few
simple principles (Haldeman C and JM Beggs, 2005).
The connectivity may be tuned in one of two ways. First, the sum of the
transmission probabilities emanating from each unit may be scaled from 0
(where each pij = 0) to N (where each pij = 1). Let us deﬁne the branching
parameter, σ, as this sum:
N

σ≡
pij .
j=1
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The branching parameter will serve to scale all connection strengths (Fig. 6C).
Second, the distribution of transmission probabilities from each unit may be
controlled from sharp (where only one connection has a transmission probability of 1 and all the other connections are 0) to homogeneous (where all connection strengths have equal transmission probabilities equal to 1/N )(Fig. 6D).
There are many diﬀerent types of distributions that could be used here, but
for simplicity we will only consider distributions that are deﬁned by an exponential function:
pij ≡ Ae−B∗j ,

UN

where A is a scaling constant that keeps the sum of the transmission probabilities equal to σ, and B is the exponent that determines how sharp (B large)
or ﬂat (B small) the distribution will be.
How well can a simple model like this capture features from actual data? In
experiments with organotypic cortical cultures, Beggs and Plenz (Beggs JM
and D Plenz, 2003) found that suprathreshold local ﬁeld potential activity
(Fig. 2A) at one electrode was, on average, followed by activity in one other
electrode in the next time step. When the model is tuned to have a branching
parameter σ = 1.0, it reproduces this result faithfully. This should not be too
surprising, though, since it is well known that for a branching process, σ gives
the expected number of descendants from a single ancestor (Harris TE, 1989).
What is somewhat less expected is that the distribution of “avalanche” sizes
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produced by the model also closely matches the distribution from the data.
Here, the avalanche size is just the total number of electrodes activated in one
spatio-temporal pattern of activity. Representative patterns of activity are
shown in Fig. 2D and 7B, and consist of consecutively active frames that are
bracketed in time by inactive frames. When the probability of an avalanche
is plotted against its size, the result is a power law, as shown in Fig. 7A.
Power law distributions are often found in complex systems and can be used
to describe domain sizes in magnets during a phase transition (Stanley HE,
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Fig. 7. The model captures important features of the data. A, When the probability
of occurrence is plotted against avalanche size, a nearly straight line is formed in
a log-log graph. This line indicates that the relationship between probability and
size can be described by a power law: P (S) = S −α , where P is the probability of
observing an avalanche of size S, and S is the total number of electrodes activated
in the avalanche. For a critical branching process, the exponent of the power law, α,
is predicted to be −3/2 (dashed line). Filled circles are from 5 hours of spontaneous
activity in an acute slice, while open circles show results from the model when
the branching parameter σ = 1. Note that the power law begins to cut oﬀ near
S = 35, since the number of electrodes in the array is 60. B, Reproducible patterns
of activity generated by the model. Each large white square represents the pattern
of active electrodes on the array at a given 4 ms time step. Active electrodes are
shown as small black squares. Patterns shown are all ﬁve time steps long. Note that
patterns within groups 1 through 3 are not exactly the same, even though all groups
were statistically signiﬁcant. C, Reproducible patterns generated by acute cortical
slices. Note general similarity to patterns produced by the model. Data from acute
cortical slices are generally similar to data produced by organotypic cortical cultures
(compare to patterns shown in Fig. 2D), suggesting common principles of operation.
Because the model reproduces general features of the data, it may serve as a useful
tool for exploring links between connectivity and dynamics
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1987; Yeomans JM, 1992), forest ﬁre sizes (Malamud BD et al., 1998), earthquake magnitudes (Gutenberg B and CF Richter, 1941) and sizes of simulated
sand pile avalanches (Paczuski M et al., 1996). Since the sizes of activity patterns from cortical cultures also ﬁt a power law, we called them “neuronal
avalanches.” Power law distributions also suggest, but do not prove, that a
system is operating near a critical point (Bak P, 1996; Jensen HJ, 1998). The
power law is a consequence of the branching parameter being close to unity.
When σ = 1, activity propagates in a nearly sustained manner but eventually dies out because transmission is stochastic. Another aspect of the data
that can be reproduced by this simple model is the reproducible activity patterns themselves. As shown in Fig. 7B, the patterns produced by the model
are qualitatively similar to those produced by cortical slices (see Fig. 2D for
similar patterns produced by cultures). These patterns are caused by inequalities in the connection strengths of the model. Although each transmission is
probabilistic, there will be some preferred patterns of activity in the network
because some connections are stronger than others. Because this parsimonious
model qualitatively reproduces two main features from living network data, it
seems plausible that we could use the model to predict how connectivity will
inﬂuence dynamics in real neural networks.
How is dynamics in the model aﬀected by changes in the branching parameter σ? To explore this, we can tune all units in the network to have a
given σ. We then let the network evolve over time from many pairs of closely
spaced starting conﬁgurations. By measuring the distances between trajectories from thousands of pairs of conﬁgurations, we can estimate the Lyapunov
exponent λ for the network. For σ < 1, transmission probabilities are weak
and avalanches tend to die out because the average number of descendants
from a given ancestor is less than one. This causes trajectories to become
more similar over time, since fewer and fewer units are active and distances
decrease. In this case, the dynamics is predominantly attractive and λ < 0.
For σ ≈ 1, connections between units are stronger and activity is nearly sustained since the average number of descendants from a given ancestor is one.
Here, distances between nearby trajectories are preserved and λ ≈ 0, indicating neutral dynamics. For σ > 1, the number of active units in the network
increases with every time step, causing slight distances in state space to be
ampliﬁed. As a result, trajectories tend to diverge in state space. The Lyapunov exponent is λ > 0, indicating chaotic dynamics with its typical sensitive
dependence on initial conditions. These results clearly suggest that the sum
of connection strengths, or weights, can determine the dynamical regime of a
network (Fig. 8A).
But what happens if we begin to change the distribution of weights
coming from each unit? In simulated neural networks, this question was pursued by Bertshinger and Natschlager (Bertschinger N and T Natschlager,
2004), who found that dynamics could be tuned by changing the variance
of a Gaussian weight distribution. They showed that small variances led to
attractive dynamics while large variances led to chaotic dynamics. Inspired
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Fig. 8. How connectivity inﬂuences network dynamics. A, The Lyapunov exponent
λ is plotted for each of T time steps for diﬀerent values of the branching parameter
σ. The branching parameter governs the sum of transmission probabilities from each
unit of the network. When σ is close to the critical value of 1, dynamics is neutral,
and λ hovers around 0. As σ is increased, dynamics becomes chaotic (λ > 0); as σ
is decreased, dynamics becomes attractive (λ < 0). B, The distribution of transmission probabilities emanating from each unit also inﬂuences dynamics. Three diﬀerent
types of units are shown, representing the three diﬀerent types of exponential distributions that were examined. Thick arrows represent high transmission probabilities.
The top unit shows transmission probabilities when the exponent B is low and the
distribution is homogeneous. In this case, each unit acts to disperse trajectories,
causing chaotic dynamics. The middle unit corresponds to intermediate values of
B, where one to two transmission probabilities are strong. Here, each unit acts to
focus trajectories, but with some dispersion, causing neutral dynamics. The lower
unit illustrates the highly skewed distribution caused by large values of B. Here
one connection dominates and all the rest are essentially zero. Units with high B
distributions act to focus trajectories, leading to attractive dynamics. Figure 8 A
is modiﬁed from Haldeman and Beggs, 2005, copyright American Physical Society,
and is reproduced with permission

UN

by their approach, we here use an exponential distribution whose sharpness
can be tuned through an exponent B, and we explore how B aﬀects λ. In
these simulations, we use a network with 64 units that has 8 connections
per unit. Qualitatively similar results obtain for networks with 64 connections per unit, suggesting that these ﬁndings are quite general. For small B
(0 ≤ B < 1.0), distributions are nearly ﬂat and each connection has roughly
the same probability of transmission. In this case, activity coming in to a unit
will be spread widely and randomly to other connected units. This tends to
disperse trajectories and leads to chaotic dynamics where λ > 0. For intermediate values of B(1.2 ≤ B < 1.8), one or two connections have transmission
probabilities that are much larger than all the rest. Here activity coming in to
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a unit will tend to be transmitted to only one or two other units. This leads
to propagation in which there is a balance of spreading and focus. While there
is some variability in the paths that trajectories take, there is one path that
is traveled most of the time. On average, dynamics tend to be neutral and
λ ≈ 0. For large values of B(1.8 < B), one of the transmission probabilities
is very near 1, while all of the others are near zero. So while a unit may
receive convergent activation from two other units in the previous time step,
it will almost always activate only one unit in the next time step. Under these
conditions, units serve to bring diﬀerent trajectories together, thus reducing
distances over time and causing attractive dynamics with λ < 0. Together,
these simulations show that the distribution of connection strengths can also
set the dynamics of a network (Fig. 8B).
How do changes in the number of connections aﬀect dynamics? Although
not directly in the ﬁeld of neural networks, Stuart Kauﬀman has pursued this
question in network models of gene regulatory networks. Since his studies are
very likely to be relevant to our topic, we brieﬂy mention them here. Kauﬀman and colleagues (Kauﬀman S, 1969; Kauﬀman S et al., 2003; Kauﬀman
SA and S Johnsen, 1991) examine networks where each binary unit can be
either on (1) or oﬀ (0), and where each unit performs some Boolean function (e.g., AND, OR) on its inputs. Units are connected randomly, and the
number of connections into each unit is determined by an order parameter
K. Kauﬀman shows in these random Boolean networks that when K > 3,
trajectories are very sensitive to small perturbations and dynamics is chaotic.
When K = 2, however, trajectories are stable with respect to perturbations
and the networks appear to operate at a critical point (Bornholdt S and T
Rohlf, 2000). For K < 2, nearly all trajectories quickly fall into attractors.
Kauﬀman and others (Gutowitz H and C Langton, 1995) have suggested that
K governs a phase transition in these networks as it controls their dynamics.
In some ways, high K networks may be similar to the neural network model
described above when the distribution exponent B is small and all transmission probabilities are nearly equal. For intermediate values of B, one or two
transmission probabilities are strong, and this may correspond to the critical
case where K = 2 in Kauﬀman’s networks. These possible connections are
intriguing and deserve further exploration.

6 Discussion and Prospects

UN

But why should dynamics matter? The dynamical regime of a network can
strongly inﬂuence the types of computations it is able to perform (Vogels
TP et al., 2005). Many models and experiments suggest that local networks
support attractive dynamics (Amit Y and M Mascaro, 2001; Brunel N, 2000;
Hopﬁeld JJ, 1982; Jin DZ, 2002; Seung HS, 1998; Wills TJ et al., 2005). As
mentioned earlier, strongly attractive dynamics is naturally good for setting
up attractor states in which long-term memories can be stably stored. Such
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dynamics is also desirable for pattern completion, since a fragment of a stored
pattern can be used as a cue to get the network into a state where it is near a
basin of attraction and likely to evolve into the stored memory conﬁguration.
Moreover, attractive dynamics supports computations that favor categorization since they cause diﬀerent stimuli to be grouped into the same response.
For example, if a Wolfhound, a Chihuahua and a Beagle were all represented
by positions in state space, attractive dynamics could cause trajectories from
these points to all ﬂow together, making it easy to set up the category of
“dog.” But the stability conferred by attractive dynamics also makes it difﬁcult to steer trajectories away from strong attractors. Networks dominated
by attractive dynamics would seem to lack ﬂexibility.
In contrast, chaotic dynamics supports computations that favor discrimination since subtle diﬀerences in stimuli can produce widely diﬀerent responses.
Here too, there are a number of models and experiments that suggest
that chaotic dynamics are prevalent in the brain (Aitken PG et al., 1995;
Babloyantz A and A Destexhe, 1986; Breakspear M et al., 2003; Freeman WJ,
1994; Schiﬀ SJ et al., 1994; van Vreeswijk C and H Sompolinsky, 1996). This
dynamics could be useful in sensory systems where there is a great need to notice details of the incoming information stream. For example, whether a rabbit
stays and eats or rapidly ﬂees may be determined by only a few blades of grass
in the visual ﬁeld that seem to be moving in an unusual way. There have also
been proposals that chaotic processing units could be used to perform logical
or arithmetic computations since such units are naturally nonlinear (Sinha S
and WL Ditto, 1999). However, networks with trajectories that rapidly diverge
are unstable unless they are controlled.
With neutral dynamics, diﬀerences in inputs produce commensurate diﬀerences in responses. Not surprisingly, there are models and experiments that
suggest this type of dynamics is used too (Beggs JM and D Plenz, 2003;
Bertschinger N and T Natschlager, 2004; Haldeman C and JM Beggs, 2005;
Latham PE and S Nirenberg, 2004; Maass W et al., 2002). This dynamics supports computations that favor eﬃcient information transmission since
a one-to-one mapping between stimuli and responses is maintained. They
may also be optimal for information storage (Beggs JM and D Plenz, 2004;
Haldeman C and JM Beggs, 2005). Several researchers have pointed out that
neutral dynamics, “at the edge of chaos,” may also be best for performing
the widest variety of computations because it combines some of the variety
of chaos with some of the stability of attractive systems (Bertschinger N and
T Natschlager, 2004; Beggs 2007). It is argued that useful computations
require both nonlinear transformations and stable representations of information. Perhaps neocortex, which is essential for higher-level computations, has
largely neutral dynamics (Maass W et al., 2002; Natschlager T and W Maass,
2005).
To advance research in this area it will be necessary to form a tighter link
between models and experiments. Many of the ideas about how connectivity
inﬂuences dynamics described above have not yet been tested in living neural
networks. Since nature often deﬁes our expectations, it is essential that we
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develop better ways of interrogating networks of neurons. With advances in
technology in the next ten years (Frechette ES et al., 2005), it may be possible
to stimulate and record from thousands of neurons for periods of weeks at a
time. The huge data sets that are likely to be produced will hopefully allow
us to map the state space of living neural networks more closely.
It will also be important to investigate how diﬀerent network topologies (e.g., random, small-world, scale-free) explicitly inﬂuence dynamics.
The simulations described above treated all nodes in the network equivalently, but this is certainly a simpliﬁcation. What happens when some nodes
have diﬀerent branching parameters and transmission probabilities than others? What if some nodes have more connections than others? These issues
are only now beginning to be explored (Fox JJ and CC Hill, 2001), as the
network topology of the brain at the local network level (Netoﬀ TI et al.,
2004; Song S et al., 2005) and at the large scale level (Achard S et al., 2006;
Eguiluz VM et al., 2005; Sporns O et al., 2005; Sporns O and JD Zwi, 2004;
Stam CJ et al., 2006) is still not well known. The connectivity patterns, and
therefore the dynamics, at these diﬀerent levels may not necessarily be the
same (Breakspear M and CJ Stam, 2005; Jirsa VK, 2004).
Another area that deserves much attention is the relationship between
dynamics and connectivity: How does brain activity, both acutely and chronically, alter the connectivity of neural networks? While activity-dependent
synaptic plasticity has been extensively studied, most of this work has centered on how stimulation at one or a few synapses inﬂuences synaptic eﬃcacy.
There is a need to expand the focus to explore how activity at the local network level may inﬂuence synaptic plasticity. In vivo, transmission at a single
synapse is embedded in the context of rich background activity that is very inﬂuential (Leger JF et al., 2005). From this perspective, functional connectivity
is very dynamic and may be diﬀerent from the underlying structural connectivity (Sporns O et al., 2000). Since it has been shown that large-scale network
connectivity can change from wakefulness to sleep (Massimini M et al., 2005),
it seems likely that it would also change during transitions to other brain
states as well, like seizures. Similar changes at the local network level should
also be investigated. While it may be diﬃcult to disentangle the contributions
of connectivity and dynamics in these situations, their complexity suggests
that these situations will be interesting and fruitful areas for further research.
In the previous sections we have shown how early models of memory storage in local recurrent networks led many to search for attractors in neurophysiological data. While numerous examples of reproducible activity patterns in
living neural networks have been found, very few experimental studies have
addressed the dynamics of these networks quantitatively. By measuring the
Lyapunov exponent in simple network models, it has become clear that network connectivity can profoundly inﬂuence dynamics. Experimental work in
the future will hopefully begin to quantitatively address the dynamics of local
cortical networks, perhaps even revealing how trajectories in cortical columns
perform computations that form the building blocks of cognition.

Connectivity and Dynamics in Local Cortical Networks

111

Acknowledgements

F

This work was supported by the National Science Foundation and Indiana
University.

RO
O

References

UN

CO
RR

EC

TE

DP

Abarbanel HD, Rabinovich MI (2001) Neurodynamics: nonlinear dynamics and
neurobiology. Current Opinion in Neurobiology 11: 423–430
Abarbanel HDI (1996) Analysis of observed chaotic data. New York: Springer
Abeles M, Bergman H, Margalit E, Vaadia E (1993) Spatiotemporal ﬁring patterns
in the frontal cortex of behaving monkeys. J Neurophysiol 70: 1629–1638
Achard S, Salvador R, Whitcher B, Suckling J, Bullmore E (2006) A resilient, lowfrequency, small-world human brain functional network with highly connected
association cortical hubs. J Neurosci 26: 63–72
Aitken PG, Sauer T, Schiﬀ SJ (1995) Looking for chaos in brain slices.
J Neurosci Methods 59: 41–48
Amit DJ (1989) Modeling brain function : the world of attractor neural networks.
Cambridge ; New York: Cambridge University Press
Amit Y, Mascaro M (2001) Attractor networks for shape recognition. Neural Comput
13: 1415–1442
Anderson JA, Silverstein JW, Ritz SA, Jones RS (1977) Distinctive Features, Categorical Perception, and Probability Learning: Some Applications of a Neural
Model. Psychological Review 84: 413–451
Arieli A, Sterkin A, Grinvald A, Aertsen A (1996) Dynamics of ongoing activity:
Explanation of the large variability in evoked cortical responses. Science 273:
1868–1871
Babloyantz A, Destexhe A (1986) Low-dimensional chaos in an instance of epilepsy.
Proc Natl Acad Sci U S A 83: 3513–3517
Bak P (1996) How nature works : the science of self-organized criticality. New York,
NY, USA: Copernicus
Baker GL, Gollub JP (1996) Chaotic dynamics : an introduction. Cambridge;
New York: Cambridge University Press
Baker SN, Lemon RN (2000) Precise spatiotemporal repeating patterns in monkey
primary and supplementary motor areas occur at chance levels. J Neurophysiol
84: 1770–1780
Beggs JM, Plenz D (2003) Neuronal avalanches in neocortical circuits. J Neurosci
23: 11167–11177
Beggs JM, Plenz D (2004) Neuronal avalanches are diverse and precise activity
patterns that are stable for many hours in cortical slice cultures. J Neurosci 24:
5216–5229
Beggs JM (2007) The criticality hypothesis: How local cortical networks might optimize information processing. Proceedings of the Philosophical Society A (submitted)
Ben-Shaul Y, Drori R, Asher I, Stark E, Nadasdy Z, Abeles M (2004) Neuronal
activity in motor cortical areas reﬂects the sequential context of movement.
J Neurophysiol 91: 1748–1762

112

J.M. Beggs et al.

UN

CO
RR

EC

TE

DP

RO
O

F

Bertschinger N, Natschlager T (2004) Real-time computation at the edge of chaos
in recurrent neural networks. Neural Comput 16: 1413–1436
Bornholdt S, Rohlf T (2000) Topological evolution of dynamical networks: global
criticality from local dynamics. Phys Rev Lett 84: 6114–6117
Breakspear M, Stam CJ (2005) Dynamics of a neural system with a multiscale
architecture. Philos Trans R Soc Lond B Biol Sci 360: 1051–1074
Breakspear M, Terry JR, Friston KJ (2003) Modulation of excitatory synaptic coupling facilitates synchronization and complex dynamics in a biophysical model
of neuronal dynamics. Network 14: 703–732
Brown EN, Frank LM, Tang D, Quirk MC, Wilson MA (1998) A statistical paradigm
for neural spike train decoding applied to position prediction from ensemble ﬁring
patterns of rat hippocampal place cells. J Neurosci 18: 7411–7425
Brunel N (2000) Dynamics of networks of randomly connected excitatory and inhibitory spiking neurons. J Physiol Paris 94: 445–463
Canli T, Desmond JE, Zhao Z, Gabrieli JD (2002) Sex diﬀerences in the neural basis
of emotional memories. Proc Natl Acad Sci U S A 99: 10789–10794
Chi Z, Margoliash D (2001) Temporal precision and temporal drift in brain and
behavior of zebra ﬁnch song. Neuron 32: 899–910
Cohen MA, Grossberg S (1983) Absolute stability of global pattern formation and
parallel memory storage by competitive neural networks. IEEE Transactions on
Systems, Man, and Cybernetics SMC-13: 815–826
Cossart R, Aronov D, Yuste R (2003) Attractor dynamics of network UP states in
the neocortex. Nature 423: 283–288
Crutchﬁeld JP, Farmer JD, Packard NH, Shaw RS (1986) Chaos. Sci Am 255: 46–&.
Dave AS, Margoliash D (2000) Song replay during sleep and computational rules
for sensorimotor vocal learning. Science 290: 812–816
Deregnaucourt S, Mitra PP, Feher O, Pytte C, Tchernichovski O (2005) How sleep
aﬀects the developmental learning of bird song. Nature 433: 710–716
Derrida B, Pomeau Y (1986) Random Networks of Automata - a Simple Annealed
Approximation. Europhys Lett 1: 45–49
Derrida B, Weisbuch G (1986) Evolution of Overlaps between Conﬁgurations in
Random Boolean Networks. J Phys-Paris 47: 1297–1303
Ding M, Yang W, In VV, Ditto WL, Spano ML, Gluckman B (1996) Controlling
chaos in high dimensions: Theory and experiment. Physical Review E Statistical
Physics, Plasmas, Fluids, and Related Interdisciplinary Topics 53: 4334–4344
Ditto WL, Showalter K (1997) Introduction: Control and synchronization of chaos.
Chaos 7: 509–511
Eguiluz VM, Chialvo DR, Cecchi GA, Baliki M, Apkarian AV (2005) Scale-free brain
functional networks. Phys Rev Lett 94: 018102
Fletcher P, Buchel C, Josephs O, Friston K, Dolan R (1999) Learning-related neuronal responses in prefrontal cortex studied with functional neuroimaging. Cereb
Cortex 9: 168–178
Foss J, Longtin A, Mensour B and Milton JG (1996) Multistability and delayed
recurrent loops. Phys. Rev. Lett. 76: 708–711
Foss J and Milton J (2000) Multistability in recurrent neural loops arising from
delay. J. Neurophysiol. 84: 975–985
Fox JJ, Hill CC (2001) From topology to dynamics in biochemical networks. Chaos
11: 809–815

Connectivity and Dynamics in Local Cortical Networks

113

UN

CO
RR

EC

TE

DP

RO
O

F

Frechette ES, Sher A, Grivich MI, Petrusca D, Litke AM, Chichilnisky EJ (2005)
Fidelity of the ensemble code for visual motion in primate retina. J Neurophysiol
94: 119–135
Freeman WJ (1994) Neural networks and chaos. J Theor Biol 171: 13–18
Gutenberg B, Richter CF (1941) Seismicity of the earth. [New York]: The Society
Gutowitz H, Langton C (1995) Mean ﬁeld theory of the edge of chaos.
Advances in Artiﬁcial Life 929: 52–64
Hahnloser RH, Kozhevnikov AA, Fee MS (2002) An ultra-sparse code underlies the
generation of neural sequences in a songbird. Nature 419: 65–70
Haldeman C, Beggs JM (2005) Critical branching captures activity in living neural
networks and maximizes the number of metastable States. Phys Rev Lett 94:
058101
Harris TE (1989) The theory of branching processes. New York: Dover Publications
Hebb DO (1949) The organization of behavior; a neuropsychological theory.
New York,: Wiley
Hopﬁeld JJ (1982) Neural networks and physical systems with emergent collective
computational abilities. Proc Natl Acad Sci U S A 79: 2554–2558
Hopﬁeld JJ (1984) Neurons with graded response have collective computational
properties like those of two-state neurons. Proc Natl Acad Sci U S A 81:
3088–3092
Hopﬁeld JJ, Tank DW (1986) Computing with neural circuits: a model.
Science 233: 625–633
Huberman BA, Crutchﬁeld JP, Packard NH (1980) Noise Phenomena in Josephson
Junctions. Appl Phys Lett 37: 750–752
Jantzen KJ, Steinberg FL, Kelso JA (2005) Functional MRI reveals the existence of modality and coordination-dependent timing networks. Neuroimage 25:
1031–1042
Jensen HJ (1998) Self-organized criticality : emergent complex behavior in physical and biological systems. Cambridge, U.K. ; New York: Cambridge University Press
Jin DZ (2002) Fast convergence of spike sequences to periodic patterns in recurrent
networks. Phys Rev Lett 89: 208102
Jirsa VK (2004) Connectivity and dynamics of neural information processing.
Neuroinformatics 2: 183–204
Kantz H, Schreiber T (2004) Nonlinear time series analysis. Cambridge, UK ;
New York: Cambridge University Press
Kauﬀman S (1969) Homeostasis and Diﬀerentiation in Random Genetic Control
Networks. Nature 224: 177
Kauﬀman S, Peterson C, Samuelsson B, Troein C (2003) Random Boolean network
models and the yeast transcriptional network. P Natl Acad Sci USA 100:
14796–14799
Kauﬀman SA, Johnsen S (1991) Coevolution to the Edge of Chaos - Coupled Fitness
Landscapes, Poised States, and Coevolutionary Avalanches. J Theor Biol 149:
467–505
Kelso SR, Ganong AH, Brown TH (1986) Hebbian synapses in hippocampus. Proc
Natl Acad Sci U S A 83: 5326–5330
Kenet T, Bibitchkov D, Tsodyks M, Grinvald A, Arieli A (2003) Spontaneously
emerging cortical representations of visual attributes. Nature 425: 954–956

114

J.M. Beggs et al.

UN

CO
RR

EC

TE

DP

RO
O

F

Kilgore MH, Turner JS, Mccormick WD, Swinney H (1981) Periodic and Chaotic
Oscillations in the Belousovzhabotinskii Reaction. B Am Phys Soc 26: 362–362
Kirkwood A, Bear MF (1994) Hebbian synapses in visual cortex. J Neurosci 14:
1634–1645
Latham PE, Nirenberg S (2004) Computing and stability in cortical networks. Neural
Comput 16: 1385–1412
Lee AK, Wilson MA (2002) Memory of sequential experience in the hippocampus
during slow wave sleep. Neuron 36: 1183–1194
Lee AK, Wilson MA (2004) A combinatorial method for analyzing sequential ﬁring
patterns involving an arbitrary number of neurons based on relative time order.
J Neurophysiol 92: 2555–2573
Leger JF, Stern EA, Aertsen A, Heck D (2005) Synaptic integration in rat frontal
cortex shaped by network activity. J Neurophysiol 93: 281–293
Lindsey BG, Morris KF, Shannon R, Gerstein GL (1997) Repeated patterns of
distributed synchrony in neuronal assemblies. J Neurophysiol 78: 1714–1719
Louie K, Wilson MA (2001) Temporally structured replay of awake hippocampal
ensemble activity during rapid eye movement sleep. Neuron 29: 145–156
Maass W, Natschlager T, Markram H (2002) Real-time computing without stable
states: a new framework for neural computation based on perturbations. Neural
Comput 14: 2531–2560
Malamud BD, Morein G, Turcotte DL (1998) Forest ﬁres: An example of selforganized critical behavior. Science 281: 1840–1842
Mao BQ, Hamzei-Sichani F, Aronov D, Froemke RC, Yuste R (2001) Dynamics of
spontaneous activity in neocortical slices. Neuron 32: 883–898
Massimini M, Ferrarelli F, Huber R, Esser SK, Singh H, Tononi G (2005)
Breakdown of cortical eﬀective connectivity during sleep. Science 309:
2228–2232
Mechelli A, Price CJ, Friston KJ, Ishai A (2004) Where bottom-up meets topdown: neuronal interactions during perception and imagery. Cereb Cortex 14:
1256–1265
Nadasdy Z, Hirase H, Czurko A, Csicsvari J, Buzsaki G (1999) Replay and time
compression of recurring spike sequences in the hippocampus. J Neurosci 19:
9497–9507
Natschlager T, Maass W (2005) Dynamics of information and emergent computation
in generic neural microcircuit models. Neural Netw 18: 1301–1308
Netoﬀ TI, Clewley R, Arno S, Keck T, White JA (2004) Epilepsy in small-world
networks. J Neurosci 24: 8075–8083
Nicolis G, Prigogine I (1989) Exploring complexity : an introduction. New York:
W.H. Freeman
Oram MW, Wiener MC, Lestienne R, Richmond BJ (1999) Stochastic nature of precisely timed spike patterns in visual system neuronal responses. J Neurophysiol
81: 3021–3033
Paczuski M, Maslov S, Bak P (1996) Avalanche dynamics in evolution, growth, and
depinning models. Physical Review E Statistical Physics, Plasmas, Fluids, and
Related Interdisciplinary Topics 53: 414–443
Rabinovich M, Volkovskii A, Lecanda P, Huerta R, Abarbanel HDI, Laurent G
(2001) Dynamical encoding by networks of competing neuron groups: Winnerless
competition. Physical Review Letters 8706

Connectivity and Dynamics in Local Cortical Networks

115

UN

CO
RR

EC

TE

DP

RO
O

F

Ramón y Cajal S (1909) Histologie du système nerveux de l’homme & des vertébrés.
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